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ABSTRACT:
							                           
Pathology reports represent a rich information resource that describes cancer characteristics in a document written in a free text format. Extracting information from pathology reports is crucial to support cancer research. However, this is a challenging task because these reports are written in medical natural language. In this paper, we propose a machine learning-based approach to extract information automatically from pathology reports written in Spanish. The approach consists of two models: the first one classifies a pathology report into two categories (positive or negative for cancer). The second extracts the cancer tumor site from the pathology text documents. The proposed approach obtains an F1-score of 88% for the first model and 84% for the second model. The obtained results suggest that the proposed approach is feasible to support automatic information from pathology reports written in Spanish.
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RESUMEN:
						                           
Los informes de patología representan una rica fuente de información que describe las características del cáncer en un documento escrito en formato de texto libre. Extraer información de los informes de patología es crucial para respaldar la investigación del cáncer. Sin embargo, esta es una tarea desafiante porque los informes están escritos en lenguaje natural médico. En este artículo, proponemos un enfoque basado en aprendizaje automático para extraer información automáticamente de informes de patología escritos en español. El enfoque consta de dos modelos: el primero clasifica un informe de patología en dos categorías (positivo o negativo para cáncer). El segundo extrae la ubicación del tumor canceroso de los documentos de texto de patología. El enfoque propuesto obtiene un puntaje F1 del 88% para el primer modelo y del 84% para el segundo modelo. Los resultados obtenidos sugieren que el enfoque propuesto es factible para soportar la extracción automática de los informes de patología escritos en español.



Palabras clave: Aprendizaje automático, clasificación automática, registros de cáncer, reportes de patología.
                                






		
			1. INTRODUCTION

			Cancer registries process high volumes of free-text reports, a valuable source of information regarding cancer diagnosis [1], [2]. Extracting information from pathology reports is useful to support clinical research and improve patient care [6], [7], [8]; these reports are written in medical natural language [9] by pathologists who are experts in interpreting laboratory tests. They study samples and tissues from a patient and write the results in a free text form [3], [4]. Reports represent rich information that describes cancer characteristics in detail and are commonly processed in cancer registries for human-trained coders who read, interpret, and manually extract information such as the cancer diagnosis, tumor location in the body, tumor grade, etc. In addition, cancer registers must be validated and integrated among hospitals or local healthcare resource curated information about pathology results analysis [5]. Information extraction and coding cancer diagnosis from textual data sources have been performed using a manual labor-intensive process, which is significantly expensive and time-consuming. To deal with this problem researchers have proposed rule-based [10]-[11], machine learning-based [12], [13], [14], or deep learning-based solutions [15], [16], [17].

			Moreover, most of the proposals described above assume that extracted information is written affirmatively, but it is known that negation is widely used in medical texts, and detecting it correctly improves the extraction of information. Therefore, a component to detect negation should be present in proposals aimed at extracting information from pathology reports. This is crucial to correctly extract medical diagnoses [18], [19], [20].

			Although several studies have proposed interesting approaches for extracting automatic information from cancer pathology reports, most of them focused on the English language [21]. Hence, extracting information from clinical resources written in languages different from English poses some challenges [22]. In the case of Spanish, most efforts have concentrated on extracting named entities or medical concepts from clinical narratives. Automatic classification of cancer pathology reports written in Spanish has not been addressed in depth and efforts are required to improve this process [23].

			In this paper, we propose a machine learning-based approach to classify cancer pathology reports written in Spanish automatically. It consists of two steps: the first one classifies a pathology report into two possible categories (positive or negative for cancer); in the second, the approach predicts the primary cancer site in the body from reports classified as positive in the previous step. The main contributions of this paper are a corpus manually annotated by medical experts that contains a set of cancer pathology reports with two annotated categories: Positive and negative for cancer and the primary site of the tumor; and a machine learning-based approach to automatically process pathology reports and classify them. This approach opens opportunities for the medical community to improve medical information analysis in Spanish.

			The remainder of this paper is organized as follows: Section 2 describes materials and methods proposed in this approach; Section 3 describes experimentations and results; Section 4 describes the discussion of the results obtained; finally, Section 5 presents conclusions and future work.

		

		
			2. METHODOLOGY

			In this section, we will present the approach to the automatic classification of pathology reports written in Spanish.

			
				
A. Dataset


				The dataset used in this study consists of 10,299 pathology reports from different laboratories, which were entered in the population cancer registry from Cali, Colombia. These pathology reports were manually annotated by four expert pathologists. Each pathology report in the dataset contains three columns as shown in Table 1, described as follows:

				
					

	
							Pathology result: it describes the diagnosis reported by the laboratory after a piece of tissue is examined by a pathologist. This diagnosis description is written in a narrative form using medical natural language (Table contains the description in Spanish).

						

	
							Cancer diagnosis status: it is a manual annotation performed by expert human annotators in the cancer registry. The diagnosis status annotation can take two values: cancer positive (1) and cancer negative (0). The dataset contains 3399 positive reports and 6900 negative reports.

						

	
							Primary tumor site: it is also a manual annotation that indicates the primary site of the cancer tumor. The cancer registry has annotated thirteen different primary tumor sites. Table 2 shows different cancer tumor sites in the dataset.

						



				

				
					

Table 1




Pathology reports dataset used in this study (In Spanish) 
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Table 2




Number of tumor sites for primary tumors evaluated by the experts from the Cancer Registry
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B. Feature Extraction


				The feature extraction process is shown in Figure 1. It is divided into three steps: preprocessing, cancer concept annotation, and negation detection. The process of each component will be described below. Features will be explained at the end of this section.
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Figure 1





 Feature extraction process















				

				Preprocessing: in this step, pathology reports are pre-processed using natural language processing (NLP) approaches. These include text splitting, tokenization, accent removal, text cleaning, and sentence detection.

				Cancer concept annotation: in this step, we combine the UMLS (Unified Medical Language System) database, medical dictionaries created by medical experts, and rules to extract cancer information. We used regular expressions to match information in the UMLS database to information in the pathology report. This approach uses natural language processing to identify named entities within clinical texts written in Spanish through regular expressions and find specific patterns in the text.

				We analyze each term described in the medical dictionary and search for it in the UMLS database. If the search produces results associated with the category "Neoplastic Process" in the UMLS database, then, we associate the analyzed report with the cancer category. The "Neoplastic Process" category is associated with cancer in UMLS. Table 3 shows a set of features related to concept annotation used in this approach. We used twelve features for training models that extract the cancer status.

				
					

Table 3




Set of features used in the proposed approach
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				Negation Detection

				The third step consist of identifying negative concepts in the pathology report. Detecting negation is crucial to processing medical text because it indicates if a medical concept is affirmative or negative. To detect negation, we use the approach described in [20], where each token in a medical text is classified into negative or affirmative. The approach proposed in [10] addresses the negation detection into two steps: cue detection and scope identification. The cue is the word indicating negation, the scope is the set of words affected by a negation cue.

				For example, in the sentence: 
 "Masa en mama izquierda, 
 negativo 
 para carcinoma ductal infiltrante", 
 the cue is shown in bold, and the scope is underlined. In this example, the diagnosis of "carcinoma ductal infiltrante" is affected by the negation cue, therefore, the concept is negative for cancer.

				Negation detection aims to identify words in a pathology report that the physician have negated and indicates a negative status for a possible cancer diagnosis. It is a complex problem, and it is addressed in other studies such as the proposal described in [20].

				To extract the primary site of the cancer, we use the TD-IDF model [23]. First, the text is cleaned, accents and special characters are removed; then, the text is divided into words or tokens; finally, a NxM matrix is built, where N corresponds to the number of pathology reports, and M to the number of text features. In this case, the features in the matrix refer to the words contained in the pathology reports that represent the category of organ or neoplasm in the UMLS database.

			

			
				
C. Machine Learning Algorithms


				In this section, we describe the machine learning algorithms used to generate the models for predicting the cancer status and the tumor site using the dataset described in section 3.1. Decision trees, Naive Bayes, Multilayer Perception (MLP), Nearest Centroid Classifier, and Stochastic Gradient Descent were used and a set of hyperparameters was configured for each algorithm, as described in Table 4:

				
					

	
							Decision trees: depth ("max_depth") determines the maximum depth of tree generation. The minimum number of samples ("min_samples_split") consists of the minimum number of samples needed in a leaf node. The random state ("random_state") controls the randomness of the estimator.

						

	
							Support Vector Machines (SVM): kernel defines the methods used by the algorithm to take input data and transform it to the specified type, in this case, to the linear type among the other options (poly, RBF, Sigmoid, and Precomputed). The shrinking parameter helps to shorten the training time if the number of iterations is large. The "probability" parameter helps define the probability estimates of class membership. The parameter "gamma" is the kernel coefficient and defines how far the influence of a single training example reaches, with low values meaning "far" and high values meaning "near", for this case, the scalable value is defined as 1 / (n_features * X.var()). The other possible options are auto, which is defined as 1/n_features. The "class_weight" parameter defines the weight of the classes, in this case, all classes weigh the same and have a value equal to one.

						

	
							Multi-layer Perceptron (MCP): the "Hidden_layer_size" defines the size and number of neurons of the hidden layers, the size of the tuple shows the number of hidden layers and each item of the tuple refers to the number of neurons in each layer. In this case, three layers are used: two correspond to the input and output, one corresponds to the hidden layer and 4 neurons for the hidden layer. 'Solver' defines the method for weight optimization, in this case, 'lbfgs' is an optimizer from the quasi-Newton family of methods, and cross-validation determines it as the best between the SGD and Adam options. Learning rate is defined as constant (invscaling and adaptive are other options). For the activation function, options are identity, logistic, tanh, and Relu; the logistic activation function is the one with the best precision according to the GridSearchCV method. The 'alpha' parameter defines the penalty coefficient L2 or regulation term and the numerical value 0.00001 is established.

						

	
							Stochastic Gradient Descent (SGD): the implementation uses the SGDClassifier class, which implements a simple stochastic gradient descent learning routine that supports different loss functions and penalties for classification. Like other classifiers, SGD has to be equipped with two matrices: an X matrix that corresponds to the features matrix, and a vector that contains the values of the evaluated class. Table 4 shows the assigned parameters. The validation method is configured with the hinge, log, modified_huber, and squared_hinge options for the loss function 'loss', which defines the hinge method as the best option; then, a constant learning rate is defined between the options (optimal, inverse scaling, and adaptive) and the coefficient 'eta0' that defines the initial learning rate is determined to be 0.1 within the possible range (zero to one).

						



				

				
					

Table 4




Hyperparameters used to configure algorithms 
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			3. EXPERIMENTATION AND RESULTS

			For training the algorithms described above, we used a cross-validation strategy with k = 10. Moreover, the method "GridSearchCV" was used to find the hyperparameters shown in Table 4. The Python library Scikit-learn provides a method for using the Grid search over multiple hyperparameters. The metrics for the evaluation of the models are standard metrics such as Precision, Recall, and F1-score. Results were calculated as the average of all iterations in the cross-validation strategy.

			
				Table 5 shows the results for the cancer status classification task. This is a binary classification problem that categorizes a pathology report with a positive or negative label. According to Table 5, the proposed approach obtains feasible results. Specifically, the Decision tree and the Multi-layer Perceptron have obtained the best performance. Decision tree obtained an F1-score of 89% while the Multi-layer Perceptron obtained 88%. Moreover, the decision tree algorithm contributed the fewest false negatives, it has the highest sensitivity value concerning the other models. In the cancer domain, sensitivity is crucial, and it is the one that should be minimized as much as possible since they are patients that the model predicts as negative, but they are really cancer patients.

			
				

Table 5




Results for cancer status classification (Model 1)
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			In the medical field, it is very important to take into account all patients, and to avoid falling into underestimation of statistics, the reading of 100% of the cases should be approximated. Specifically, in the Cancer Registry, two concepts are taken into account: exhaustiveness and timeliness. The first consists precisely of collecting the greatest number of cases from all the institutions; the opportunity is to deliver results such as reports and statistics as quickly and promptly as possible.

			The proposed models show an F1-score above 80% and several false negatives between 61 and 68 cases out of 353 total with cancer, that is, a proportion of 17%. Therefore, the exhaustiveness would be affected in that proportion (17%), considering that the false positives together with the true positives are later reviewed by experts, and they can be discarded in the process.

			Automatic extraction processes and classification models presented above make them relevant tools for improving the timeliness of information. However, to close the gap in terms of completeness, the performance of the models must continue to be improved to obtain a lower number of false negatives.

			
				Tables 6 and 7 show the results obtained for the second task addressed in this paper: classifying the tumor site in the body from a pathology report. Table 6 describes the Decision tree performance while Table 7 describes that of the Multi-layer perception (MCP) approach. These results show that the MCP-based approach outperforms the Decision tree-based approach. Results obtained from the MCP show an F1-score above 80%, which means that this approach is capable of extracting the cancer tumor site from pathology reports written in Spanish. The best performance was obtained for "Thyroid cancer" (Cáncer de tiroides) and "Breast cancer" (Cáncer de mama) obtaining an F1-score of 92% and 94%, respectively.

			
				

Table 6




Results on extracting tumor site (Decision Tree)
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Table 7




Results on extracting tumor site (Multilayer Perceptron)
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			Decision tree-based approach performance is lower compared to the MCP-based approach. This can be explained by the small number of examples used as support to classify the tumor site, which suggests the opportunity to increase the number of examples in the dataset.

		

		
			4. DISCUSSION

			The evaluation of 32,000 pathology reports by a team of experts from the Cancer Registry lasted six months, while the automatic information extraction process took 48 hours. Therefore, this method improves the time and cost of analyzing information from cancer registries. Resource optimization is essential in low- to middle-income countries like Colombia.

			Decision Tree and Multi-layer perception (MCP) models performed better because these algorithms have fault tolerance. The accuracy of MCP could improve with increased computational power.

			The MCP model was selected to conduct the evaluation and adjustment tests for the classification process. The sensitivity of MCP was 11% higher than the conventional classification method used by the Cancer Registry, 92% vs. 81%. The addition of two features and the exclusion of flow cytometry pathology reports increased the sensitivity of the ANN model to 92% and produced no change in specificity. Although the specificity was higher with the conventional method (94% vs 90%), false 312 positive cases can be detected and excluded by the Cancer Registry during the validation and coding process of cancer cases. The MCP model is a reliable source for the automatic classification process of cancer diagnoses obtained from pathology reports written in Spanish. However, it is necessary to continue tuning the model to improve sensitivity.

		

		
			5. CONCLUSIONS

			The most important source of information to extract cases from a cancer registry is the pathology report because it contains precise diagnostic data obtained through the morphological study of cells and tissues. However, a very high proportion of cases diagnosed by histology or cytology/hematology suggests incompleteness of the cancer registry due to excessive reliance on the pathology laboratory as a source of information, with failure to find cases diagnosed by other means (clinical diagnosis, surgical and imaging diagnosis, death certificate as the only evidence of cancer). As future work, we are planning to increase the number of instances in the dataset and test deep learning approaches to extract information from pathology reports.
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