Cadime, Irene; Ribeiro, Iolanda; Leopoldina Viana, Fernanda; Santos, Sandra; Prieto, Gerardo
Calibration of a reading comprehension test for Portuguese students
Universidad de Murcia
Murcia, España

Available in: http://www.redalyc.org/articulo.oa?id=16731690034
Calibration of a reading comprehension test for Portuguese students

Irene Cadime1*, Iolanda Ribeiro1, Fernanda Leopoldina Viana1, Sandra Santos1 and Gerardo Prieto2

1 University of Minho, Portugal
2 University of Salamanca, Spain

Introduction

Reading comprehension can be defined as the extraction and construction of meaning from written language (RAND Reading Study Group, 2002; Snow & Sweet, 2003). The constructions of meaning that each reader makes may entail varied competences, differ in complexity and mobilise different types of information. Several taxonomies have been created to classify the different levels of reading comprehension (Català, Català, Molina, & Monclús, 2001; Herber, 1978; Pearson & Johnson, 1978; N. B. Smith, 1980; R. J. Smith & Barrett, 1979; Swaby, 1989). These taxonomies, focused at the text level, categorise the constructions that readers make according to the type of information they have to provide to solve tasks or to answer reading comprehension questions (Alonzo, Basaraba, Tindal, & Carriveau, 2009). Català and colleagues (2001) present a taxonomy that summarises the four main reading comprehension levels enunciated by previous taxonomies: literal comprehension (LC), inferential comprehension (IC), reorganization (R) and critical comprehension (CC). LC entails the recognition of the information that is explicitly stated in the reading selection. IC emerges when a reader's prior knowledge is activated and when expectations and assumptions about the text contents are made based on the clues provided by the reading. R implies a new way of organising the information through synthesis, schemes or summaries. CC includes making judgments with subjective answers, relating with the characters or the author’s language and personal interpretations. The taxonomy of Català and colleagues (2001) is particularly useful as it compiles the essential contributions of previous taxonomies and presents a clear formulation and operationalization of each comprehension level.

When assessing reading comprehension, it is important to estimate the extent to which students grow from one year to another, in order to monitor individual trajectories or to assess the effectiveness of an intervention. It is also important to use different sets of items for groups of students with different ability levels, not only to avoid a validity threat due to the use of the same material during pretest and the subsequent assessment moments, but also to ensure that the difficulty of the items is appropriate for each group of students. Nevertheless, simply using different sets of items does not allow for the estimation of the gain in a particular competence that each student obtains from one assessment moment to another. To achieve this comparison, the scores obtained on different tests measuring the same construct or forms of a test need to be placed in the same metric scale (Prieto & Velasco, 2003). Vertical scaling, sometimes referred to as vertical equating, comprises a variety of techniques that can be used to cope with these demands (Baker, 1984; Kolen & Brennan, 2010). In vertical scaling the main goal is the creation of a common metric for comparing persons across distinct educational levels (de Ayala, 2009). Therefore this statistical and methodological procedure allows for the adjustment of scores from different tests or test forms that have distinct levels of difficulty, which are de-
signed to evaluate groups with different levels of ability, such as students from different grades (Custer, Omar, & Pomplun, 2006). When test forms are developed to be adequate to specific education levels, therefore being less appropriate to others, they are not interchangeable (de Ayala, 2009). By applying a vertical scaling procedure, the performance on each test level is related to a single vertical or developmental score scale, enabling the measurement of growth across grades (Kolen & Brennan, 2010).

The recent growth of Item Response Theory (IRT) has led to an increase in applying IRT methods in vertical scaling. The Rasch model belongs to the large family of IRT models. IRT models assume that the performance of one person in one task or set of items can be predicted by a latent variable (Lord & Novick, 1968). In Rasch model, also known as the one-parameter logistic model (Embreton & Reise, 2000), the probability of correctly answer an item depends on the item’s difficulty ($\beta_j$) and the person’s ability ($\theta$). The probability that a person $y$ provides a correct answer to an item $x$ is a function of the difference between the person’s ability ($\theta_i$) and the item’s difficulty ($\beta_x$), which can be expressed formally as

$$P_{xy} = \frac{e^{(\theta_y - \beta_x)}}{1 + e^{(\theta_y - \beta_x)}}$$

in which $e$ is the base of the natural logarithms (2.7183) (Prieto & Velasco, 2003).

Two assumptions underlie the Rasch model: unidimensionality and local independence of the items (Bond & Fox, 2007). In the first, it is assumed that the performance of one person in the observed variables, i.e. the items, depends on one specific single latent variable of the person (de Ayala, 2009). The second assumption stipulates that the performance of one person in one item is determined solely by his level on the latent variable and does not depend on the answer that the respondent has provided to another item (Bond & Fox, 2007; Embreton & Reise, 2000).

Rasch model has been widely used in language testing research (McNamara & Knoch, 2012). We highlight four advantages of using Rasch analysis for the development of a reading comprehension test with vertically scaled forms to be used with different grade levels.

The Rasch model has the advantage of conjoint measurement (Bond & Fox, 2007; Prieto & Delgado, 2003), i.e. item and person parameters are expressed in the same units (logits) and located on a single measurement continuum. A person has a 50% probability of responding correctly to an item with a difficulty value located at the same point on the continuum as his ability (Wilson & Moore, 2011). On the Rasch continuum, the more distant a person’s ability is from the item’s difficulty, with a higher value for the person’s ability, the higher the probability of the person to respond correctly to the item. The contrary is also true: the more distant an item’s difficulty is from the person’s ability, with a higher value for the item’s difficulty, the smaller is the probability of a correct answer. In a standardised test, items too difficult that cannot be virtually responded by any student or too easy that all the students can respond correctly are little informative, as they cannot discriminate the examinees. Therefore, the first advantage of using Rasch analysis is that we can evaluate if the items’ difficulty is adequate for assessing a particular group.

A second advantage of using the Rasch model is that it allows for calculating a sample-dependent mean value of person ability for the participants who choose each option related to each item. This value is calculated by taking the total sum of the differences between the item difficulty and person estimations, and dividing it by the number of participants that select the option (Linacre, 2011). Thus, by applying the formula

$$\sum_{p=1}^{n_k} (\theta_p - \beta_i)$$

in which $\theta_p$ is the ability estimation of each person who selects an option $k$, $\beta_i$ is the difficulty of the item that has the $k$ option and $n_k$ is the total number of observations in the option, we obtain a sample-dependent statistic that shows the average ability level of the participants who choose each option. This statistic allows the evaluation of the items’ quality, as it is expected that, in each item, the highest mean value observed regards to the individuals that choose the correct option, supporting the principle that a higher score implies a higher level on the latent variable.

A third advantage of using Rasch analysis is that it allows for testing the fit of the data to the model and, consequently, the usefulness of the measure. Additionally, the fit statistics can be used to empirically test the unidimensionality assumption (Bond & Fox, 2007). In Rasch model analysis, fit statistics of infit and outfit can be computed for person and item parameters (Bond & Fox, 2007; de Ayala, 2009).

Finally, the fourth advantage is related to the possibility of placing different test forms on a common scale. When groups of students with differing abilities take different forms of a test and we estimate the item parameters separately for each test form with different computer runs, these estimations are placed on linearly related $\theta$ scales (Kolen & Brennan, 2010). Therefore, the estimated parameters for each form are on different scales. Vertical scaling is performed by employing a linear transformation to convert Rasch parameter estimations to the same scale. Those transformed estimations are thus calibrated and can be used to establish score equivalents between the raw and scaled scores of the different test forms. These scaled scores are appropriate for score reporting, allowing the comparison of results between test forms.

The reading comprehension test TCL (Teste de Compreensão da Leitura) was developed within this theoretical and methodological framework. In this paper, we present the calibration process of three vertically scaled forms of the TCL (designated as TCL-2, TCL-3 and TCL-4), with each...
form designed to assess second, third and fourth grade Portuguese students in primary education. The goals of the present study were to investigate the psychometric characteristics of the items by means of the Rasch model, to perform item selection and allocation for the test forms, to convert test forms to the same scale and to investigate the forms’ reliability.

Method

Participants

The total sample included 843 students from 18 Portuguese schools, having the following grade distribution: 247 from the second grade, 300 from the third grade and 296 from the fourth grade. Half of the schools were located in the metropolitan area of two cities, and the other half was located in rural areas, all from the north region of Portugal. The second grade sample included 142 boys and 105 girls, the third grade sample included 154 boys and 146 girls and the fourth grade sample contained 149 boys and 147 girls. Additionally, 11.5% of students were from private schools and 88.5% from public schools. Available national data from 2010 indicated that approximately 11.46% of the Portuguese students from primary education attended private schools. Therefore, the rate of students from private and public schools was representative of the population. All the participants had Portuguese nationality and none had permanent special education needs.

Measure and procedures

The reading comprehension test consists of one booklet with a text and a worksheet with the items. The text is a narrative with a diary format, which integrates the following three types of text: expository, instructional and poems. It is an original text, written by a children’s literature author, and is divided into sections, which are followed by the indication of the questions’ numbers that the participant must answer in the worksheet. Each question indicated is referred to the precedent text sections. Each section of the text is constituted by a piece of text with a variable extension - between 41 to 372 words. The test items are multiple-choice questions with four options (one correct). In the present study a 74 items’ pool was tested, with each question evaluating one of the following four reading comprehension levels: LC (28), IC (25), R (13) or CC (8) (Catalá et al., 2001). Table 1 shows one example of each of the four types of items, as well as the text excerpts from which the answer can be extracted or constructed.

The different types of items (LC, IC, R or CC) were not balanced over the text types because some types of texts did not allow the formulation of some types of questions (e.g., no CC items were formulated for the instructional text section).

Legal authorisations for data collection were obtained from the Portuguese Ministry of Education, school boards and parents. Trained psychologists administered the test during classes, and the test did not have a time limit.

<table>
<thead>
<tr>
<th>Text excerpts</th>
<th>Item example</th>
<th>Level</th>
</tr>
</thead>
<tbody>
<tr>
<td>(... “On the pillow there was the present that always awaited her in each visit to the farm.”</td>
<td>Which present did the grandmother give Maria?</td>
<td>Literal Comprehension</td>
</tr>
</tbody>
</table>
| (...) “A diary, grandma! – said Maria, looking at the picture of a big bouquet of sunflowers on the cover.” | a) A toy  
b) A storybook  
c) A diary  
d) A pillow                  |                             |
| (...) “Mr Silva used to be a school colleague of grandma and was her first boyfriend (...) Now that he is retired, he comes three times a week to help grandma with the farm work.” | How old do you think Mr Silva is?                                           | Inferential Comprehension    |
| a) About 20 years old  
b) Less than 30 years old  
c) About 40 years old  
d) More than 50 years old |                             |                             |
| (...) “The farm animals were all day running excitedly. They are celebrating your arrival,” said grandma. The hens, the bossy cock and the small ducks ran crazily in the patio making strange noises, and even the turkey seemed to want to join the party.” | If you had to give a title to this paragraph, which one would you choose? | Reorganization               |
| a) An unusual welcoming  
b) The farm  
c) The hens  
d) Grandma and the animals |                             |                             |
| (...) Dear diary, I will let you with the piece of news and the beautiful and emotive words with which the environmentalist describes the “home” returning of the wild goat: | What do you think Maria will feel if she meets wild goats in her visit to the Gerês National Park? | Critical Comprehension       |
| (...) Oh, I wish I could see wild goats tomorrow in Gerês!” | a) Fear  
b) Happiness  
c) Sadness  
d) Nothing                   |                             |
Data analyses

The development of the vertically scaled test forms was performed in three sequential phases.

In the first phase of this study, confirmatory factor analysis was used to establish unidimensionality. The analysis was conducted with Mplus software version 6.1 (Muthén & Muthén, 2010), using the robust weighted least squares (WLSMV) estimator. Four criteria were used to evaluate the model’s overall goodness of fit: (a) the Chi-Square Test of Model Fit ($\chi^2$), (b) the Tucker-Lewis Index (TLI), (c) the Comparative Fit Index (CFI), and (d) the Root Mean Square Error of Approximation (RMSEA). The higher the probability associated with the $\chi^2$ value, the better the fit of the model. Therefore, $p$-values higher than .05 indicate a good model fit (Byrne, 2012). A CFI or TLI value higher than .90 is usually considered an indicator of good fit (Byrne, 2012).

However, there are authors who suggest the adoption of a more restrictive criterion: a minimum value of .95 (Hu & Bentler, 1999). RMSEA values of less than .05 indicate a good fit (Brown & Cudeck, 1993). After the dimensionality analysis, the pool of items was calibrated by means of the Rasch model. The analyses were performed with the Rasch software WINSTEPS, version 3.61.1 (Linacre, 2001). When data are calibrated by means of the Rasch model, there are observations that do not fit perfectly the model. For that reason, some differences between the expected and the observed pattern of results remain. These differences are residuals that can be analysed in a search for common variance (Linacre, 2011). Correlations of the items’ linearized Rasch residuals were computed in order to examine the requisite of local independence of the items. Residuals highly correlated are an indicator that the performance on an item does not depend only on the individuals’ ability ($\theta$), but may be influenced by the response to another item. Correlations higher than .70 indicate that the items are locally dependent (Linacre, 2011).

Person and item parameters and the corresponding standard errors for the total sample were estimated. The minimum and maximum values for person and item parameters were compared, in order to determine the adequacy of the difficulty of the items for each grade group. Infit and outfit statistics were calculated to evaluate the model fit. Infit and outfit statistics are based on the squared standardised residual between what is effectively observed and what is predicted by the model (de Ayala, 2009) and are reported as mean-squares ($MNSQ$), chi-square statistics divided by their degrees of freedom, so that they have a ratio-scale form with a mathematical expectation of 1 and a range of 0 to $+\infty$ (Bond & Fox, 2007; Linacre & Wright, 1994). According to Linacre (2002), fit statistics should ideally have values that fall on an interval between 0.5 and 1.5, and should never be higher than 2.0. The mean values of ability for the participants that chose each option in each item were also computed. The participants’ ability mean value for the correct option should be higher than the value for any other incorrect option, given that the more able students should choose the correct one. The reliability of the estimates was studied by computing the coefficients person separation reliability ($PSR$) and item separation reliability ($ISR$). $PSR$ is an indicator of the probability of reproducing the person order if a parallel set of items was given to the same sample and $ISR$ is an indicator of the probability of reproducing the items’ order in terms of difficulty if the items were given to a similar sample (Bond & Fox, 2007). Obtaining high $PSR$ and $ISR$ coefficients indicates that we can have confidence in the Rasch parameters estimates, as the coefficients are enhanced by small errors. The coefficients are expressed on a scale between 0 and 1, and can be interpreted using the same standards traditionally used to interpret the Cronbach’s alpha coefficient (Bond & Fox, 2007).

Taking into account the results of the first phase, in the second phase a selection of items was performed in order to select the most appropriate items to assess each grade group. Three different test forms were constructed – TCL-2, TCL-3 and TCL-4.

In the third phase, new computer runs were performed to vertically scale each form, by using the item parameters obtained in the calibration of the items’ pool in phase 1. The spread of items along the continuum was evaluated, being expected that the items cover all the levels of the students’ ability. $MNSQ$ infit and outfit statistics were re-calculated, as well as the reliability statistics for each test form.

Results

Phase 1: Analysis of the items’ pool

CFI-A results supported a one-dimensional structure for the pool of items, given that the one factor model demonstrated an excellent model fit, $\chi^2 (2627) = 3289.51$, $p < .001$, $CFI = .96$, $TLI = .96$, $RMSEA = .02$. Although the chi-square value was statistically significant, it is recognised that this statistic is very sensitive to large sample sizes (Byrne, 2012). In this case the alternative fit statistics should be preferred when assessing models’ fit. Our results suggest that the 74 items contribute to define a single construct or dimension of reading comprehension.

Given that the pre-requisite of unidimensionality was fulfilled, the person and item parameters were estimated with the Rasch model. By default, WINSTEPS software performs the analyses by taking zero as the items’ mean. This was the mean value for the items’ difficulty. Correlations of items’ linearized Rasch residuals varied between zero and .19, indicating that the items are not locally dependent, given that the coefficients are much lower than .70.

The mean values of $MNSQ$ infit and outfit for the 74 items were equal or close to 1.00, which is the value of perfect fit (see Table 2). Infit values for the items did not exceed 1.5; rather, they ranged between 0.81 and 1.23, which indicates a good fit (Linacre, 2002). Outfit values for the items were equal or lower than 1.5, with the exception of...
items R_45 and IC_60, which presented outfit values of 1.63 and 1.78, respectively (see Table 2). Items’ difficulty ranged between -2.78 and 2.74, with item R_45 being the most difficult and item CC_25 being the easiest. This means that these two items were the ones that required respectively more and less person ability to be correctly responded. The value of ISJR was .99, which means that items were measured with high precision.

Table 2. Statistics for item parameters.

| Item | b_1 | SE | MNSQ Infit | MNSQ Outfit | Item | b_1 | SE | MNSQ Infit | MNSQ Outfit |
|------|-----|----|------------|-------------|------|-----|------------|-------------|
| IC_1 | 1.15 | 0.08 | 1.13 | 1.21 | LC_40 | -0.91 | 0.08 | 0.81 | 0.67 |
| LC_2 | -1.08 | 0.09 | 0.94 | 0.83 | LC_41 | -1.03 | 0.08 | 1.01 | 1.03 |
| LC_3 | 0.42 | 0.08 | 0.98 | 0.96 | LC_42 | -1.05 | 0.09 | 0.84 | 0.71 |
| IC_4 | -0.54 | 0.08 | 1.01 | 1.01 | IC_43 | -0.83 | 0.08 | 0.94 | 0.87 |
| IC_5 | -1.02 | 0.09 | 0.91 | 0.80 | LC_44 | 0.38 | 0.07 | 1.03 | 1.05 |
| IC_6 | 0.91 | 0.08 | 1.14 | 1.23 | R_45 | 2.74 | 0.12 | 0.99 | 1.63 |
| IC_7 | -0.64 | 0.08 | 1.09 | 1.10 | R_46 | 1.25 | 0.08 | 0.97 | 1.03 |
| LC_8 | -2.13 | 0.12 | 0.92 | 0.65 | LC_47 | 0.11 | 0.07 | 0.98 | 0.97 |
| R_9 | 1.27 | 0.08 | 1.09 | 1.10 | R_48 | 0.58 | 0.08 | 1.10 | 1.13 |
| IC_10 | -0.71 | 0.08 | 0.92 | 0.84 | R_49 | -0.10 | 0.08 | 1.13 | 1.15 |
| LC_11 | -0.56 | 0.08 | 0.92 | 0.85 | CC_50 | 0.16 | 0.10 | 0.90 | 0.76 |
| IC_12 | -1.05 | 0.09 | 0.91 | 0.85 | CC_51 | 0.71 | 0.08 | 0.98 | 0.96 |
| IC_13 | -0.30 | 0.08 | 0.93 | 0.87 | R_52 | 0.73 | 0.08 | 1.07 | 1.11 |
| IC_14 | 1.45 | 0.08 | 1.18 | 1.36 | IC_53 | 1.33 | 0.08 | 0.89 | 0.87 |
| LC_15 | -0.52 | 0.08 | 0.99 | 1.01 | R_54 | 0.73 | 0.08 | 1.17 | 1.26 |
| LC_16 | -0.55 | 0.08 | 0.99 | 0.94 | LC_55 | 0.47 | 0.08 | 1.06 | 1.06 |
| CC_17 | -1.67 | 0.10 | 0.92 | 0.84 | CC_56 | -1.17 | 0.09 | 0.84 | 0.70 |
| LC_18 | -0.91 | 0.08 | 0.86 | 0.77 | LC_57 | -0.23 | 0.08 | 0.91 | 0.85 |
| LC_19 | 0.36 | 0.07 | 0.96 | 0.94 | LC_58 | -0.13 | 0.08 | 0.99 | 1.01 |
| R_20 | 1.33 | 0.08 | 1.07 | 1.15 | LC_59 | 2.15 | 0.10 | 1.08 | 1.27 |
| R_21 | 0.32 | 0.07 | 0.99 | 0.98 | IC_60 | 2.21 | 0.10 | 1.17 | 1.78 |
| LC_22 | 0.89 | 0.08 | 1.08 | 1.12 | LC_61 | 1.37 | 0.08 | 1.04 | 1.14 |
| R_23 | 0.81 | 0.08 | 0.98 | 0.98 | LC_62 | -0.40 | 0.08 | 0.98 | 0.94 |
| CC_24 | -1.13 | 0.09 | 0.93 | 0.82 | R_63 | -0.26 | 0.08 | 0.97 | 0.97 |
| CC_25 | -2.78 | 0.15 | 0.90 | 0.60 | LC_64 | -0.12 | 0.08 | 0.92 | 0.89 |
| IC_26 | -0.82 | 0.08 | 1.01 | 0.96 | LC_65 | -0.14 | 0.08 | 1.01 | 1.02 |
| R_27 | -0.78 | 0.08 | 0.87 | 0.78 | IC_66 | 0.71 | 0.08 | 1.17 | 1.21 |
| LC_28 | 1.15 | 0.08 | 1.23 | 1.34 | CC_67 | 1.49 | 0.08 | 1.13 | 1.34 |
| IC_29 | -0.64 | 0.08 | 0.99 | 0.97 | IC_68 | 0.43 | 0.08 | 1.06 | 1.08 |
| R_30 | 0.41 | 0.07 | 0.99 | 1.01 | IC_69 | 1.87 | 0.09 | 1.14 | 1.50 |
| LC_31 | -0.06 | 0.08 | 0.95 | 0.92 | IC_70 | -0.32 | 0.08 | 1.02 | 0.99 |
| LC_32 | -1.41 | 0.09 | 0.91 | 0.79 | IC_71 | -0.81 | 0.08 | 0.86 | 0.77 |
| IC_33 | -0.94 | 0.08 | 0.84 | 0.72 | IC_72 | -0.48 | 0.08 | 1.02 | 1.05 |
| IC_34 | -1.08 | 0.09 | 0.91 | 0.81 | CC_73 | 0.98 | 0.08 | 1.08 | 1.15 |
| IC_35 | 0.47 | 0.08 | 0.96 | 0.96 | LC_74 | -1.01 | 0.09 | 1.07 | 1.27 |
| IC_36 | 0.49 | 0.08 | 1.00 | 0.99 | Mean | 0.00 | 0.08 | 0.99 | 1.00 |
| LC_37 | -0.59 | 0.08 | 0.98 | 0.95 | Std. Dev. | 1.05 | 0.08 | 0.99 | 0.99 |
| IC_38 | 1.00 | 0.08 | 1.05 | 1.15 | Minimum | -2.78 | 0.07 | 0.81 | 0.60 |
| LC_39 | -1.18 | 0.09 | 0.85 | 0.70 | Maximum | 2.74 | 0.15 | 1.23 | 1.78 |

Note: b: Item difficulty; SE: Standard error. Items identified by the comprehension level assessed (LC: Literal comprehension, IC: Inferential comprehension, R: Reorganization, CC: Critical comprehension), followed by the item’s number.

Table 2. Statistics for item parameters.

The mean, standard deviation (SD) and range for the person parameters (θ) are presented in Table 3. Person ability estimates for the total sample ranged between -1.83 and 3.09, therefore showing a high dispersion. However, the ability estimates for each grade had different distributions. Mean values for the person ability were progressively higher as the school grade increased. There were statistically significant differences in the mean person ability between the second and the third grade, t (544) = -8.94, p < .001, as well as between the third and the fourth grade, t (592) = -3.23, p < .001. With regard to person fit statistics, the infit and outfit mean values for the total sample were equal to 1.00. When analysing the fit statistics for each grade group, the second grade had slightly worse fit mean values of infit (MNSQ = 1.05) and outfit (MNSQ = 1.12) than the third (MNSQ infit = 0.98; MNSQ outfit = 0.97) and the fourth grade (MNSQ infit = 0.98; MNSQ outfit = 0.94). However, only three students (one from each grade) had infit values higher than 1.5, and only five second graders, four third graders and one fourth grade student had outfit values between 1.5 and 2.00. Twenty-three second grade students (9.3% of the grade range)
sample), 12 third grade students (4% of the grade sample) and four fourth grade students (1.4% of the grade sample) had outfit values higher than 2.0. These percentages are low and can be due to some degree of guessing in the participants’ responses. The person parameters were estimated with high precision, given that the PSR coefficients were higher than .80 (see Table 3), which indicates a small amount of measurement error. Overall, the response patterns fit the model.

### Table 3. Descriptive statistics for person parameters.

<table>
<thead>
<tr>
<th>Parameter</th>
<th>Mean</th>
<th>St. Dev.</th>
<th>Minimum</th>
<th>Maximum</th>
<th>PSR</th>
</tr>
</thead>
<tbody>
<tr>
<td>Total sample</td>
<td>0.32</td>
<td>0.90</td>
<td>-1.83</td>
<td>3.09</td>
<td>.90</td>
</tr>
<tr>
<td>Second grade</td>
<td>-0.18</td>
<td>0.70</td>
<td>-1.66</td>
<td>1.87</td>
<td>.84</td>
</tr>
<tr>
<td>Third grade</td>
<td>0.42</td>
<td>0.87</td>
<td>-1.83</td>
<td>3.09</td>
<td>.89</td>
</tr>
<tr>
<td>Fourth grade</td>
<td>0.65</td>
<td>0.90</td>
<td>-1.47</td>
<td>3.09</td>
<td>.89</td>
</tr>
</tbody>
</table>

Note. PSR = Person separation reliability.

Minimum values of person ability higher than the minimum value of the items’ difficulty indicated the existence of items excessively easy for the three grade groups. For the second grade sample, a maximum value of items’ difficulty higher than the maximum value of person ability also evidenced that there were excessively difficult items for this group. Given that the minimum ability estimation value for the second grade sample was -1.66, items LC_8 and CC_25 were relatively easy for this group of students because they had difficulty values lower than the minimum value for person ability (see Table 2). Items R_45, LC_59 and IC_60 were too difficult for the second grade students because their difficulty values exceeded the maximum value of ability estimation for this sample (see Tables 2 and 3). With regard to the third grade sample results, the difficulty values for items LC_8 and CC_25 were lower than the minimum ability value, which indicates that these items were also easy for this group. No item had a difficulty value higher than the maximum value of person estimations (see Tables 2 and 3). For the fourth grade sample, the minimum value for person ability estimations was -1.47. Therefore, items LC_8, CC_17, CC_25 and CC_50 were too easy for this grade (see Table 2). No item had a difficulty value higher than the maximum value of person estimations for this sample, which indicates that no item was excessively difficult.

Regarding the quality of the items’ options, the highest value of average person ability was observed for the students who chose the correct option within almost all the items. Item IC_60 was the only exception: the highest value of average person ability was observed for the group of students that chose one of the distractors. This indicates that the participants with high ability levels chose one of the incorrect options, which threatens the internal validity of this item. As a consequence, item IC_60 was removed.

### Phase 2: Item selection for the test forms

The results obtained in phase 1 indicated the existence of several items too easy or too difficult for the different grade groups. These items do not contribute to discriminate the person abilities because virtually every student can solve the easy items correctly and no student is able to solve the excessively difficult ones. In order to streamline the test, three specific test forms were constructed for each grade (TCL-2, TCL-3 and TCL-4), by choosing the most adequate items for the target group in terms of difficulty. Not only the excessively easy or difficult items were not included in the test forms, but also items with similar difficulty levels were reduced in order to obtain a shorter instrument, given that the use of a very large instrument is not appropriate due to the burden it causes to the students.

Items to each test form were selected using two criteria: (a) adequacy of the item difficulty to the person parameters for each group, and (b) the item content. To each form were assigned 30 items, from which 12 LC items, nine IC items, six R items and three CC items (see Figures 1a, 1b and 1c for the selected items). Item CC_25 was excluded because it was too easy for all three grades. Although item R_45 had an outfit value higher than 1.5, given that a value lower than 2.0 does not degrade the measure (Linacre, 2002), this item was maintained in the test forms TCL-3 and TCL-4. The difficulty for the selected items ranged between -2.13 and 1.33 for TCL-2, between -2.13 and 2.74 for TCL-3 and between -1.17 and 2.74 for TCL-4.

### Phase 3: Test forms calibration

New computer runs were performed to calibrate each test form. The item difficulty parameters were fixed using the values obtained in phase 1. Given that the items were concurrenty calibrated in phase 1, the parameters of the items in each test form are in the same metric.

The person-item maps in Figures 1a, 1b and 1c display the items’ difficulty (right side of the maps) and the participants’ ability (left side of the maps) on the same continuum for each test form. The maps demonstrate that both parameters, i.e. items’ difficulty and person ability, showed great dispersion and that the items’ difficulty covered the range of ability of the students.

Mean values of the items’ difficulty were progressively higher for each test form: 0.08 for TCL-2, 0.15 for TCL-3 and 0.33 for TCL-4. For the three sets of items, the estimations of infit were located in the range of 0.5-1.5 (Linacre, 2002). Regarding outfit statistics, only items LC_28 and CC_67 (TCL-2) had values higher than 1.5, although their values did not exceed 2.0. All the other items had outfit values ranging between 0.5 and 1.5. Fit statistics for the person ability estimates were better than the ones obtained in phase 1: only five second graders (about 2% of the grade sample), six third graders (2% of the grade sample) and two fourth graders (about 0.7% of the grade sample) obtained MNSQ outfit statistics higher than 2.00.

With regard to the reliability coefficients, PSR was .70 for TCL-2, .78 for TCL-3 and .79 for TCL-4, whereas ISR was .98 for the three forms.
Figure 1a. Person-item variable map for TCL-2.

Figure 1b. Person-item variable map for TCL-3.
Discussion

This paper provides an illustration of the use of Rasch modeling techniques to perform item analysis, item selection for the construction of test forms and to link different forms of a test across three grades.

Results were explored in three phases. In phases 1 and 3, the data fit the model, indicating that a single dimension explained the students’ performance. This is an important result, because when the total number of solved items is to be used as a sufficient statistic, the Rasch model assumption of unidimensionality must necessarily hold. Otherwise, fair comparisons of the students’ achievement are not possible (Kubinger, 2005). In addition to unidimensionality, the Rasch model requires that the assumption of local independence of items be met, meaning that if the ability level of the test takers is controlled for, then a response to one item is not related to the response to another item (Arias, 1996; Embretson & Reise, 2000). This can be difficult to achieve in reading comprehension tests given that the items refer to the same stimulus, which is the text. Therefore, some dependency among the responses can occur (Kolen & Brennan, 2010). To assure local independence, the items were carefully elaborated in such a way that no clues were provided in any item that would facilitate the response to other items. The low correlations of the items’ linearized Rasch residuals provided empirical evidence for this assumption.

In the first phase the main focus was the detection of misfit items and items with inadequate difficulty for each grade sample. Items detected as excessively easy or difficult for each grade group were not included in the further selection for the final test forms, performed in the second phase. The only exception was the item LC_8, which was maintained in TCL-2 and TCL-3. Although it was a relatively easy item for the second and third grade students, it was retained for the respective test forms for motivational purposes, as the item is one of the first ones to appear in the test forms. Young participants may be demoralized by the perceived difficulty of the test and therefore is desirable to include some easy items in the test. The results of the model fit also provide support for our option of using the Rasch model instead of a more complex one (e.g., a two or three parameter IRT model) in the parameters estimation. According to the parsimony principle, when we have more than one model with good fit to the data, the simpler model should be preferred (Bond & Fox, 2007; Kline, 2011). Given that the fit statistics for the Rasch model were very adequate, testing a more complex model was considered unnecessary. A related issue is the possibility of the existence of guessing in the students responses, given that we used a multiple-choice format for the items. As Bond and Fox (2007, p. 65) state:

Under the Rasch model, estimates of difficulty and ability are based on the total number of correct responses (only), while the pattern of those responses is revealed in the indicators of fit. When guessing occurs, the patterns of suc-
cess will not likely accord with expectations based on ability and difficulty alone.

This means that the presence of guessing can be somehow detected by observing the values for the fit statistics. In phase 1 fit statistics for the items were adequate and only small percentages of students evidenced some degree of misfit. Moreover, the percentages of students with MNSQ outfit values higher than 2.0 were reduced in phase 3, especially for the second grade group. It is possible that students engage in random guessing mostly in items that are too difficult for them. With the reduction of items with inadequate difficulty for each grade group, the influence of random guessing in the results might be attenuated.

In the second phase, 30 items were selected to each form that covered the range of ability of each grade sample. Notice that there are some overlapping items between the test forms, i.e. items that integrate more than one test form. This option was due to the necessity of having items that tapped all the ability levels within each grade and simultaneously a sufficient amount of items to guarantee adequate reliability values. In phase 3, PPIR and IVR coefficients showed that item and person estimations are reliable. PPIR values are higher than .70 for the three forms, meaning that, not only we can have confidence on the inferences that can be made from the person estimates, but also that ability estimates are well targeted by the selected items and that we have a large spread of ability across the sample that allows the test forms to distinguish the persons in terms of their ability. IVR is higher than .90 in the three test forms, meaning that the order of the difficulty estimates will be quite stable when we give TCL to other samples for whom each test form is suitable.

Future users of the test forms should be aware that the test forms are not interchangeable, given that their mean difficulty is not similar and each test form was constructed to assess grade groups that differ in their mean ability in reading comprehension. Data regarding the validity of the forms that were constructed and scaled are needed before these forms can be used in applied and investigation contexts. An analysis of differential item functioning should also be included in future validation studies. Items are considered to exhibit DIF when the probability for one item to be correctly answered does not depend exclusively of the item’s difficulty and the person's ability; rather, the probability is influenced by other characteristics of the individuals. DIF indicates that there is a group bias regarding the results obtained in an item which threatens its validity. Following this validation, the potentialities associated with the use of vertically scaled forms for reading comprehension assessment can be obtained. By observing a student’s total raw score on any form and the corresponding θ estimation, it is possible to estimate his level of ability in reading comprehension. Given that the forms were vertically scaled, it is possible to assess the same student with more than one TCL form across consecutive school grades and to estimate whether there is growth in his reading comprehension ability. It is also possible to observe whether the student is performing close to or far from the mean value of his grade’s normative group. This information may be useful in the assessment of reading competences for students with difficulties in primary education.

Acknowledgments.- This research was supported by Fundação para a Ciência e Tecnologia, grant SFRH/BD/39980/2007.

References


Linacre, J. M. (2002). What do infit and outfit, mean-square and standardized mean Rasch Measurement Transactions, 16(2), 878.


Prieto, G., & Velasco, A. D. (2003). Uso del modelo de Rasch para poner en la misma escala las puntuaciones de distintos tests [Use the Rasch model to convert scores from different tests to the same metric]. Actualidades en Psicología, 19(106), 5–23.


(Article received: 10-4-2013; revision reviewed: 8-6-2013, accepted: 3-9-2013)